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Abstrakt: Retrieval-Augmented Generation (RAG) predstavuje G¢inny néstroj pro ukotveni odpovédi
velkych jazykovych modell, zejména v piipadech, kdy znalostni baze vyrazné presahuje kontextové
okno modelu. Samotné vyhleddvéni vSak neposkytuje signdl o tom, zda bylo tsp&$né; takovy signdl je
pritom zdsadni v bezpecnostné kritickych aplikacich, jako je napiiklad jadernd regulace, kde tiché selhdn{
vyhledavani mize vést k plynule formulované, avSak halucinované odpovédi. Tato prace predstavuje
GeneralQPP, metodu zaloZenou na skorech retrieveru pro odhad dostatecnosti vyhleddvani. Na osmi
vizudlnich doménach benchmarku ViDoRe zahrnujicich 14 514 dotazi GeneralQPP piekonava soubor
klasickych QPP baseline metod (AUROC 0,856 oproti 0,835) i lokdlni multimodalni LLM rozhod¢i mo-
tfi skupiny: geometrii rozdéleni skére, statistiky na drovni dotazu a globalni baseline podobnosti. Prace
dale uvadi hybridni metodu score-LLM, kterd kombinuje GeneralQPP s LLLM rozhod¢im a dosahuje
statisticky vyznamného zlep$eni na Gcelové vytvofeném korpusu Geského jaderného reguldtora (SUJB;
1 510 syntetizovanych dotazi nad péti regulatornimi vyhlaSkami, AUROC 0,931 pii Hit@ 10, s nejlepsi
AUROC detekce adversaridlnich dotazli ze vSech metod (0,970)), a predklada studii konformniho po-
kryti. Napti¢ hodnocenymi QPP piistupy, metodami kvantifikace nejistoty, jako je konformni predikce, a
obsahovym posuzovanim pomoci LLM se General QPP ukazuje jako nejvyhodné;jsi z testovanych metod
z hlediska pomé&ru pfesnosti a latence pro lokdlni, API-free RAG v bezpecnostné kritickych doménéch.

Klic¢ovd slova: retrieval-augmented generation, predikce vykonnosti dotazu, konformni predikce, kalib-

race, kvantifikace nejistoty, velké jazykové modely
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Abstract: Retrieval-Augmented Generation (RAG) is a powerful tool for grounding LLM answers, es-
pecially when the knowledge base far exceeds the model’s context window. Retrieval, however, does
not itself provide a signal indicating whether it has succeeded; such a signal is essential in safety-critical



applications such as nuclear regulation, where silent retrieval failure can result in a fluently hallucinated
answer. This thesis introduces GeneralQPP, a retriever-score-based method for estimating retrieval suf-
ficiency. On the eight ViDoRe vision domains comprising 14,514 queries, General QPP outperforms a
pool of classical QPP baselines (AUROC 0.856 vs. 0.835) and a local multimodal LLM judge (AU-
ROC 0.649), while preserving substantially lower inference latency. Its 24 features span three groups:
the geometry of the similarity-score distribution, query-surface statistics, and global similarity base-
lines. The thesis also reports a hybrid score-LLLM method, combining General QPP with an LLM judge,
which achieves a statistically significant improvement on a purpose-built Czech nuclear-regulator cor-
pus (SUJB; 1,510 synthesised queries over five regulatory decrees, AUROC 0.931 at Hit@10, with the
best adversarial-detection AUROC of any method (0.970)), and presents a study of conformal coverage.
Across the evaluated QPP approaches, uncertainty-quantification methods such as conformal prediction,
and content-based LLM judgment, General QPP offers the best accuracy-to-latency trade-off among the
tested methods for local, API-free RAG in safety-critical domains.

Key words: retrieval-augmented generation, query performance prediction, conformal prediction, cali-
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Chapter 1

Introduction

1.1 Motivation

Retrieval-Augmented Generation (RAG) [21] anchors a language model in documents pulled from an ex-
ternal corpus rather than relying on parametric memory alone. When retrieval surfaces material relevant
to the query the generator can answer faithfully (a working assumption we make explicit in Section 1.2);
when retrieval fails the same generator typically guesses from its prior or fabricates with the confident
tone of a correct response. The cost of retrieval failure is asymmetric: it is unobservable from inside
the generator and pays out as hallucinated content downstream. A confidence estimate that fires before
the language model is invoked, rather than after, is therefore one of the more useful inputs to a deployed
RAG pipeline.

Most uncertainty work on language models takes the opposite, answer-side route: score an already-
generated response by perplexity, a semantic-entropy variant [20], self-evaluation prompts [18], or a
separate verifier pass. Answer-side methods are accurate but only available after the generator has run.
This thesis takes the complementary, retrieval-side route: given only a query and the similarity-score
vector returned by the retriever, predict whether the top-k context is likely to support a faithful answer.
The signal is obtainable before a single generator token is produced.

The operational benefit is concrete. A reliable retrieval-side score lets a deployed RAG pipeline route
on confidence: high-confidence queries are passed to the generator, medium-confidence queries trig-
ger a content-aware judge over the retrieved pages, low-confidence queries are abstained from or esca-
lated to a human reviewer. The motivating setting throughout this work is the Czech nuclear-regulator
pipeline (SUJB), a deployment whose constraints (detailed below) rule out third-party large language
model (LLM) APIs and require any confidence estimator to run locally, a design pressure that appears
wherever a RAG system serves a regulated or sensitive domain. The central question of this thesis is
how reliable such a retrieval-side signal can be without reading the retrieved content, and at what point
reading that content earns its own cost.

The safety layer. This thesis calls such a retrieval-side gate the safety layer: a small predictor that,
given the top-k page list and the similarity-score vector, drives a three-way decision (answer,abstain,
or escalate) before the language model is invoked. Section 1.4 returns to the failure modes the layer is
designed to catch and to the precise interface between layer and downstream generator.

Deployment constraints in safety-critical domains. The deployment pressure in SUJB and similar
regulator-style domains is unusual along four axes that together make off-the-shelf answer-side uncer-
tainty quantification a poor fit:

1. Sovereignty: the corpus contains partially classified regulatory material whose retrieval traces
must not leave a trusted boundary, so third-party LLM APIs are not an option; only locally hosted
models qualify.



2. Audit: every answered query has to be auditable in the sense that the source page set, the similarity
scores, and the decision the safety layer took on those scores are all logged and reproducible weeks
later from the same inputs.

3. Modest compute: the on-premise compute budget is desktop-class rather than datacentre-class; a
per-query confidence estimator that runs in the millisecond range is acceptable, one that requires a
multi-second LLM call per query is acceptable only if it earns its cost in better discrimination.

4. License-free: the SUJBot pipeline is owned by a small team and the safety layer must remain
license-free in the sense that retraining, inspection, and modification can happen without external
dependencies.

These four pressures (sovereignty, audit, modest compute, license-free) make the retrieval-side signal
not merely an academic curiosity but the default architectural choice for the deployment; the answer-side
methods are reserved for the queries the retrieval-side layer flags as marginal.

1.2 Problem statement

Fix a corpus C = {cy, ..., cy} of textual or visual chunks and a retriever that maps a query ¢ to a similarity
score for every chunk. Written in decreasing order these scores form the order statistics s; > sp > --- >
sy, so that s; is the similarity score of the i-th ranked chunk (page) under the retriever’s embedding
geometry. Retrieval-side reads only the head of this ranking, the top-k score vector s = (s1,...,Sk) €
RK. Let X € X be the input available at inference time, the query together with its top-k score vector
X = (g,sk), and let R € {0, 1} be a binary indicator that the retrieved top-k context is sufficient to support
a faithful answer to g. The retrieval-success prediction problem, as treated in this thesis, is to estimate

PR=1]X),

without access to ground-truth relevance at inference time. The uncertainty-quantification chapter that
follows develops the problem in standard classifier notation, writing ¥ € Y = {0, 1} for this label; ¥ and
R denote the same indicator, while X and Y are its input and label spaces.

Sufficiency must be operationalised into a single, measurable label. Throughout the empirical evaluation
we adopt Hit@10 against graded relevance.

Working assumption: generator faithfulness given sufficient context. The retrieval-side framing rests
on a substantive assumption about the generator that we make explicit here. We take it that contemporary
instruction-tuned LLMs, when supplied with retrieved content that contains material relevant to the query
and is not so long or noisy that the model loses track of it, produce answers grounded in that content. The
empirical literature on retrieval-augmented generation supports this in two complementary directions.
First, grounded context substantially reduces hallucination relative to closed-book generation [21], and
self-reflective training can sharpen this effect further [5]. Second, the converse fails: with irrelevant
or excessively long context, generation quality drops sharply [23], and even a few irrelevant sentences
interleaved with the relevant ones can derail an otherwise capable model [36]. The bidirectional reading
is what we depend on: faithfulness when retrieval is good and degradation when retrieval is bad together
justify treating the retrieved-set quality as the upstream control point. The assumption is sharpest on
clean retrievals and least secure on hard queries with mixed-relevance contexts; the content-side LLM
judge introduced in Chapter 3 functions as an empirical hedge for that regime, reading the retrieved
pages directly before the generator runs and giving the system a second axis of check independent of the
score-only side.



This division of labour scopes the thesis. The retrieval-side estimator targets the upstream failure mode
(the retrieved set does not contain the answer); the generator is trusted to compose faithfully when
retrieval succeeds. Uncertainty over the generation step itself (per-token perplexity, semantic entropy,
self-evaluation; reviewed in Section 2.2) is complementary to ours rather than a substitute and is not
pursued here; the working assumption above is precisely what lets us isolate the retrieval-side component
cleanly.

1.3 Embeddings and dense retrieval

A text (or vision) encoder is a function ¢: 7 — R? that maps a token sequence ¢ € 7 to a dense
vector ¢(t) of fixed dimension d. A vision encoder plays the same role for images: it patchifies the
input, processes the patches through a Transformer stack, and pools the result into a single vector of
comparable dimension. The defining property of a useful encoder is that semantic similarity of inputs
corresponds to geometric proximity of their embeddings, so that two documents with similar meaning
end up close together in R¢ even when they share no surface tokens. Modern encoders are trained with
contrastive objectives that explicitly enforce this property over large mined-pair corpora.

Given two embeddings, a similarity function collapses them to a scalar. Two choices are dominant. The
dot product

(D), p(c)

is the simplest and is preserved by linear scaling of either factor. The cosine similarity

_ (99, $())
@I TIFO

normalises by norms and ranges over [—1, 1]; for unit-normalised embeddings, cosine and dot product
coincide. The choice affects the geometry of the score distribution that Query Performance Prediction
(QPP) later reads: cosine produces tighter clusters of near-duplicates at the top of the ranking, while dot
product can stretch the high end when document norms vary.

cos(g, ¢)

Dense retrieval combines an encoder and a similarity function over a fixed corpus. Given a knowledge
base C = {cy,...,cn}, the embeddings {¢(c,-)}ll.i , are precomputed and stored in a vector index. At query
time the encoder produces ¢(g) and the index returns the k corpus items whose embeddings score high-
est under the similarity function. Exact top-k retrieval has cost O(Nd); approximate-nearest-neighbour
structures such as HNSW reduce this to sublinear in N with controllable recall loss. For the rest of
this thesis we treat the retriever as a black box that emits the top-k indices together with their similarity
scoressy = (si,...,Sk), since the score vector, not the chunk identifiers, is the input to retrieval-side
confidence.

The dense paradigm coexists with sparse retrieval based on lexical statistics. The reference instance
is BM25 [33], a TF-IDF variant that scores a query-document pair by term overlap weighted by in-
verse document frequency and document-length normalisation. BM25 has well-known complementary
properties to dense retrieval: it is strong on rare-term or exact-match queries (legal citations, product
identifiers) and weak on paraphrase or cross-lingual matching; dense retrievers trained on contrastive ob-
jectives [19] show the opposite profile. We use BM25 in this thesis only as a conceptual contrast point;
all experiments employ dense retrieval.

1.4 The RAG pipeline and the safety layer

Retrieval-Augmented Generation [21] splits the work of answering a query into two pieces: a retriever
fetches a small set of candidate documents from a corpus, and a generator produces the answer condi-
10
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Figure 1.1: A general retrieval-augmented generation pipeline, with text and vision modes unified.
Stage 1 (offline indexing) embeds the corpus with either a text or a vision encoder and stores the result
in a vector index. Stage 2 (retrieval) encodes the incoming query with the same encoder, looks up its
approximate nearest neighbours, and emits a top-k page list together with the similarity-score vector s
(highlighted in the thesis accent because it is the central object of every later chapter). Stage 3 (gener-
ation) feeds the retrieved context and the query to the language model. The concrete encoders, vector
store, and generator of our own deployment are shown in Figure 1.2.

tioned on the query and the retrieved set. The pipeline runs in three stages. In an offline indexing stage,
the corpus is segmented into chunks, each chunk is embedded by the retriever’s encoder, and the embed-
dings are stored in a vector index together with chunk identifiers. At inference time the retrieval stage
encodes the incoming query, looks up the top-k nearest chunks by similarity, and returns both the chunks
and their similarity scores s. The generation stage concatenates the retrieved chunks with the query into
a prompt and lets the language model produce the answer. In a typical production system the index-
ing stage runs once, retrieval costs milliseconds, and generation costs from hundreds of milliseconds to
several seconds depending on the model. The asymmetry of these costs is what makes a retrieval-side
confidence signal worth the engineering: a cheap gate placed before the generator can save the majority
of the per-query cost when it fires correctly.

Retrieval is the part of the pipeline that fails most often, and it fails in characteristic ways [17]. Four
modes recur in practice:

1. Out-of-corpus: the corpus simply does not contain the information needed to answer the query;
no retriever can recover from this.

2. Encoder mismatch: the answer is present in the corpus but the query and the relevant chunk land
far apart in embedding space: paraphrase, cross-lingual phrasing, domain-specific terminology
unseen during pretraining, and overly short or overly long queries are common triggers.

11



3. Multi-hop: the answer requires combining information from chunks that are not co-retrieved by
the same query; single-shot dense retrieval cannot recover the join.

4. Distribution drift: the live query distribution moves away from the data the encoder was trained
on, silently degrading retrieval quality over time.

The four modes share a structural property: each leaves a visible fingerprint on the similarity-score vector
s, even before any document is read. Out-of-corpus queries produce flat, low-magnitude scores; encoder
mismatch produces a single weak peak or a soft plateau; multi-hop queries often produce multiple mod-
erate peaks with no clear winner. This is the empirical basis on which the General QPP feature design in
Chapter 3 rests.

The same three-stage pipeline applies in vision RAG, with two adjustments. First, indexing operates
on page images rendered from source documents rather than on extracted text, preserving the layout
that a text-extraction stage would discard. Second, the failure-mode taxonomy carries over with one
rephrasing: encoder mismatch in vision RAG manifests as a visual or layout mismatch between the
rendered query context and the rendered page, rather than as paraphrase at the token level. The retrieval-
side confidence problem is identical in shape. The empirical chapters of this thesis evaluate vision RAG
on the SUJB regulatory corpus and on the ViDoRe V3 benchmark [24] across eight enterprise domains.

These failure modes are dangerous chiefly because they fire silently: a hallucinated answer carries the
prosody of a correct one, so the downstream reader has no surface signal that retrieval failed, and a wrong
answer becomes an audit failure where a refusal would have been recoverable.

Given these risks, the safety layer interface specified in Section 1.2 (a small predictor reading s and,
optionally, the retrieved pages, then driving a three-way decision over answer / abstain / escalate) adds
one further constraint specific to its role: it operates without ground-truth relevance labels at inference
time, so it is a predictor rather than a verifier.

The motivating instantiation throughout this thesis is the Czech nuclear-regulator system SUJBot. The
safety layer there runs on the same GPU node as the retriever, alongside a locally hosted vLLM-served
generator. Figure 1.2 shows the concrete pipeline: a user query is encoded with Qwen3-VL-Embedding-
8B, an approximate-nearest-neighbour lookup against PostgreSQL with pgvector returns the top-k page
list, the safety layer (a GeneralQPP classifier head, the central contribution of this thesis) consumes
the similarity-score vector and emits a calibrated confidence, the decision gate routes the query to the
local LLM only when the confidence clears a calibrated threshold, and the same threshold can be set
from conformal prediction to deliver a marginal-coverage guarantee. Beyond this calibration role, the
conformal score is also benchmarked as a standalone retrieval-sufficiency signal alongside GeneralQPP
and the LLM judge, making conformal prediction both a baseline and a coverage-analysis wrapper.

1.5 Roadmap

Chapter 2 develops the theoretical backbone: calibration, conformal prediction, and the QPP literature.
Chapter 3 specifies the methods: the GeneralQPP feature set, the hybrid scorers, and the conformal-
prediction wrapper. Chapter 4 specifies the trained classifier head and the LLM judge, then reports the
experimental evaluation on ViDoRe V3 and SUJB, calibration study, and conformal coverage experi-
ment. Chapter 5 closes with contributions, future work, and the broader positioning of retrieval-side
versus answer-side uncertainty quantification.

12
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Figure 1.2: The SUJBot deployment pipeline, with the safety layer. Here every component is the
concrete choice intended for the SUJBot deployment. A user query is encoded by the vision encoder on
a local GPU and matched against page embeddings stored in PostgreSQL with pgvector; the resulting
top-k page list and the similarity-score vector s are read by the safety layer (a GeneralQPP classifier
head), whose output drives a three-way decision gate. Only the answer branch invokes the locally hosted
generator.
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Chapter 2

Uncertainty quantification

2.1 Aleatoric and epistemic uncertainty

A standard decomposition of predictive uncertainty [37] splits it into two components, aleatoric and
epistemic.

Definition 1 (Epistemic Uncertainty). Epistemic uncertainty, also called model uncertainty, is uncer-
tainty arising from limitations in the model’s knowledge that can in principle be reduced with more
training data, better model specification, or improved model architectures. Formally, let Y denote the
random predictive output at input X € X, and let ® denote the model parameters treated as a random
variable with posterior distribution p(8 | D) after observing training data 9. For fixed parameters 6, the
model induces a conditional predictive distribution p(y | X, €), while the posterior predictive distribution
is obtained by marginalising over parameter uncertainty p(y | X, D) = f p(y|X,0) p@| D)db, and

1I(Y;0|X,D)=HY | X,D) - Epan)[HY | X,0)],

where H denotes Shannon entropy. This mutual information measures the expected reduction in predic-
tive entropy that would result from knowing the model parameters. It is zero when the predictive output
Y is conditionally independent of the parameter uncertainty ® given X and D.

Definition 2 (Aleatoric Uncertainty). Aleatoric uncertainty also called data uncertainty, is irreducible
uncertainty stemming from inherent randomness, ambiguity, or noise in the data-generating process.
Unlike epistemic uncertainty, it persists even with unlimited training data and a correctly specified model.
In the same notation as above, it is represented by the expected conditional entropy

Epao)HY | X, 0)],

that is, the average uncertainty in the predictive output that remains when the parameters are fixed.

In natural language tasks, aleatoric uncertainty arises from lexical and syntactic ambiguity, underspeci-
fied user intent, and inherent task variability. In contrast, epistemic uncertainty reflects what the model
has not learned and can in principle be reduced. In this thesis, the predictive output Y specialises to the
binary sufficiency indicator Y € {0, 1}, and the inference-time input is X = (q, i), where ¢ is the query
and s is the top-k similarity-score vector. In this retrieval-sufficiency setting, the dominant component
is aleatoric: the irreducible mismatch between query intent, corpus coverage, and the retrieved evidence.

2.2 LLMs-side UQ: a survey

Uncertainty quantification (UQ) methods for language-model outputs have proliferated since the rise of
instruction-tuned chat models in 2022. They cluster into four broad families, distinguished by what they

14



read (logits, sampled answers, the model’s own self-assessment, the retrieved context) and by what they
pay for that read (a forward pass, multiple samples, an external model call).

Token-level signals read the language model’s output distribution directly. The simplest is per-token
perplexity (PPL): for a generated answer y = (yy, ..., yr) produced from input x, it is the exponentiated
mean negative log-likelihood

T
1
PPL( | x) = exp| = D 10g plys | y<r. )|

=1

equivalently the reciprocal of the geometric mean of the next-token likelihoods p(y; | y«, x); predictive
entropy over the next-token distribution measures local indeterminacy at each step. Both are obtainable
at the cost of a forward pass and have been used as confidence signals in autoregressive sequence models
[25]. Their limitation is well known: they conflate fluency with factuality [13]. A model that asserts a
wrong fact with low next-token entropy looks confident even though the assertion is unsupported, and a
model that hesitates over a synonym looks uncertain even though the underlying claim is correct.

Semantic-equivalence signals address that conflation by sampling several answers and partitioning them
into semantic equivalence classes. Kuhn et al. [20] introduced semantic entropy: cluster M sampled
answers by a natural-language-inference judge that detects bidirectional entailment, then take entropy
over the cluster-assignment distribution. Farquhar et al. [13] refined the method and demonstrated
hallucination detection competitive with expensive supervised verifiers. The cost, M generator samples
plus a clustering pass, makes the method incompatible with latency-sensitive deployment but useful as a
research-grade reference.

Self-evaluation signals ask the same model whether its own answer is correct. Kadavath et al. [18]
showed that large language models, prompted after producing an answer to label it True or False, place a
calibrated probability on the True label (the signal denoted P(True)) at model scales above roughly 10 B
parameters. The cost is one extra forward pass per query. The method is fragile across prompt phrasings
and degrades on out-of-distribution domains; a related line on verbalised confidence, in which the model
emits a numeric confidence alongside the answer, inherits the same prompt sensitivity [22, 48]. Manakul
et al. [26] explore consistency-based variants in which the agreement between multiple samples stands
in for an elicited probability.

Sufficiency-context assessment (SCA) lifts the question from the answer back to the input. Rather than
scoring a generated answer, SCA scores whether the retrieved context is sufficient to support a faithful
answer at all, before the generator runs. The signal is produced by an LLM judge over the query and the
retrieved passages. Joren et al. [17] formalise the binary sufficiency label; Tian et al. [40] use a cross-
encoder relevance regressor in the same role for retrieval-and-generation performance prediction. The
cost is one extra LLM call, with the same data-sensitivity caveats that motivate this thesis’s preference
for local models.

Of the four families, three require the generator to run before producing a score (token-level, semantic-
equivalence, and self-evaluation, including verbalised confidence variants). SCA operates before gener-
ation but still reads the retrieved chunks. The methods this thesis develops sit one rung further upstream
still: they read only the retriever’s similarity-score vector, not the retrieved chunks.Of the four families,
most require the generator to run before producing a score (token-level, semantic-equivalence, self-
evaluation, verbalised confidence). The methods this thesis develops sit one rung further upstream still:
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they read only the retriever’s similarity-score vector, not the retrieved chunks. The four-family taxonomy
returns in Chapter 4 as the comparative axis along which we position the new methods.

2.3 Calibration

A probabilistic classifier p : X — [0, 1] is calibrated if its predicted probabilities agree with the corre-
sponding conditional frequencies. Formally, calibration can be written as

PY =1]pX)) = p(X) as.

Equivalently, for values p in the support of the random variable p(X),

P(Y=1|p(X)=p)=p.

Thus, among inputs to which the classifier assigns probability p, the long-run fraction of positive labels
is p. Perfect calibration is a property of the joint distribution of (X, Y) and the predictor p; in practice it is
approximated empirically by binning predictions and comparing per-bin observed frequencies to per-bin
mean predicted probabilities.

Calibration is conceptually distinct from discrimination. Discrimination metrics such as area under the
receiver-operating-characteristic curve (AUROC) and area under the precision-recall curve (AUPRC)
measure how well the predictor separates positives from negatives, and are invariant under any strictly
monotone transform of p. Calibration metrics measure whether the numeric values of p are interpretable
as frequencies, and are not invariant under such transforms. A predictor can be perfectly discriminating
yet wildly miscalibrated (every positive scored 0.51, every negative scored 0.49), or perfectly calibrated
yet useless for discrimination (every input scored at the base rate). Both properties are needed for an
abstention policy that places thresholds on the score. Thresholding a confidence score to answer, abstain,
or escalate is the classical selective-prediction problem of classification with a reject option [9, 14]. Its
risk-coverage trade-off is what the safety layer of this thesis instantiates for retrieval sufficiency.

The thesis reports two metrics that bear on calibration. The Brier score [7] is a strictly proper scoring
rule, meaning it is minimised in expectation only by the true conditional probability, so driving it down
pushes predictions toward calibration; the Expected Calibration Error [30] is the dedicated calibration
metric, the empirical counterpart of the defining identity above, binned and averaged.

Definition 3 (Brier Score). The Brier Score is a strictly proper scoring rule measuring the mean squared
error between predicted probabilities p; and binary outcomes y; € {0, 1}:

1
BS = Z;(pi —y)?,
=

BS € [0, 1] with lower values better. Under Murphy’s decomposition [29] the Brier score decomposes
additively as reliability (a calibration term), resolution (a discrimination term, entering negatively), and
uncertainty (a base-rate term), so a single Brier number conflates the calibration and discrimination
questions this thesis separates elsewhere. We report it alongside, not in place of, the dedicated calibration
metric (ECE) and the dedicated discrimination metrics (AUROC, AUPRC).

16



Definition 4 (ECE). Let p: X — [0, 1] be a probabilistic predictor. Given a dataset of n predictions par-
titioned into M equal-width bins By, ..., By according to predicted confidence p; = p(x;), the Expected
Calibration Error (ECE) is defined as:

M
ECE = Z @ |freq(Bm) - COI’]f(Bm)| s

m=1

where freq(B,,) = ﬁ Y.icB,, Yi 1s the observed positive frequency in the bin and conf(B,,) = ﬁ DicB,, Di
is the bin confidence. We use 10 equal-width bins throughout this thesis. ECE € [0, 1], with ECE = 0
if and only if freq(B,,) = conf(B,,) for every non-empty bin, corresponding to perfect calibration in the
binned sense.

The form above bins by the predicted positive-class probability and compares it with the observed
positive frequency, the binned reading of the calibration identity P(Y = 1| p(X) = p) = p. ECE is
also commonly defined in a top-label form that replaces this frequency with the classification accuracy
IB_lml Y.ies, 1[i = y;] and bins by the confidence of the predicted class [15]; the two coincide for a sin-
gle top-label confidence but differ for a binary positive-class score. Because our predictor estimates
P(Y = 1| X) directly, the positive-class form is the faithful counterpart of the identity and is the one we
report.

When the raw scores p of a classifier are not calibrated, three post-hoc methods are standard.  Platt
scaling [31] fits a logistic sigmoid on top of the raw scores using a held-out calibration set, learning a
two-parameter monotone transform. Isotonic regression fits a non-parametric monotone transform by
solving a weighted-least-squares problem under monotonicity constraints; it has more capacity than Platt
but needs more calibration data to avoid overfitting. Temperature scaling [15] rescales pre-softmax logits
by a single learned scalar before re-normalising; introduced for image classifiers, it became the dominant
choice for deep classifiers because of its single parameter and its preservation of the argmax decision
boundary. Platt and temperature scaling are strictly monotone and preserve AUROC and AUPRC exactly;
isotonic regression is only weakly monotone and can perturb these discrimination metrics through the ties
it introduces, though all three act principally on the calibration metrics. Section 4.7 reports a case study
in which Platt scaling fails to improve calibration on an already-well-calibrated multi-layer perceptron
(MLP) head.

Calibration leaves one stone unturned: a calibrated probability is a long-run frequency, but a deployed
system makes decisions one query at a time. The next section turns to conformal prediction, which
produces instance-wise prediction sets with finite-sample marginal coverage guarantees, rather than per-
instance conditional guarantees.

2.4 Conformal prediction

Conformal prediction [44] wraps an arbitrary predictor with a distribution-free coverage guarantee. The
key idea is to convert the predictor’s outputs into nonconformity scores on a held-out calibration set,
read off an empirical quantile, and use that quantile as the acceptance threshold at test time. Provided
the calibration and test data are exchangeable (a weaker condition than i.i.d.), the resulting prediction
set contains the true label with probability at least 1 — a, averaged over the random draw of the data. A
modern tutorial-style account is given by Angelopoulos and Bates [1]; the original algorithmic treatment
is in [44].

The split conformal variant used in this thesis partitions the data into three disjoint sets. A training set
fits the underlying predictor f: X — R; a calibration set of size n supplies the nonconformity scores;
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a test set is reserved for evaluation. A nonconformity score A: X X Y — R (written A here, following
Vovk et al. [44], to avoid a clash with the retriever score vector s) quantifies how badly a candidate
label y conforms to the predictor at input x; different choices of A yield different prediction sets with the
same coverage guarantee but different set sizes. In our setting the nonconformity score is built from the
retrieval similarity scores, and the prediction set is the set of chunk identifiers retrieved at threshold §;
we return to this in Chapter 4 and put it through experimental coverage in Section 4.8.

The marginal coverage guarantee is stated and proved below.

Theorem 5 (Conformal Prediction Coverage Guarantee). Let (X1, Yy),...,(Xn, Yn), (Xtest> Yiest) be ex-
changeable random variables and assume that the nonconformity scores A(X;,Y;) are almost surely
distinct. For any nonconformity score function A : X X Y — R fixed conditional on the training data
and independently of the calibration and test data, and significance level @ € [1/(n + 1),1) (so that
[(m+ 1)(1 — )] £ nand g is well-defined from the calibration scores alone), define the conformal
prediction set

C(Xiest) = {y U A(Xiest» y) < @} s

where q is the [(n + 1)(1 — @)]-th smallest value among the calibration scores {A(X;, Y;)}!_,. Then C is a
conformal prediction set with two-sided coverage:

1
l —a < P(Yies € CXpest)) £ 1 —a + ——.
n+1

Proof. We adapt the standard exchangeability argument of Angelopoulos and Bates [1].

Define the nonconformity scores A; = A(X;, Y;) fori = 1,...,n and A1 = A(Xiests Yeest)- Since A
is applied identically to each pair and (X1, Y1),...,(X,, Yn), (Xest> Yeest) are exchangeable, the scores
Ay,..., Ay Ay are also exchangeable.

By exchangeability, the joint distribution of (Ay,...,A.+1) is invariant under permutations. Define the
rank of A,;; among all n + 1 scores as

n
rank(Ay1) = 1 + 1[A; < Ayl
i=1
By the permutation invariance of the joint distribution, rank(A,+) is uniformly distributed over {1, ..., n+
1}. Thatis, foreachk € {l,...,n+ 1}:
1

P(rank(A,Hl) = k) = m

Now observe that Yiegt € C(Xiest) if and only if A4 < g. Let

k=[(n+ 11 -a)].
The quantile threshold g is the k-th smallest value among the calibration scores Ay, ...,A,. Since all

n + 1 scores are assumed distinct, the event A1 < § is equivalent to saying that at most k — 1 calibration
scores are smaller than A,;;. Therefore the rank of A, among all n + 1 scores is at most k. Hence
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P(Fin € Cies) = By 4) = Plrank(Ape) < K) = - £ _le+ DA -0

+1 n+1
Using x < [x] < x+ 1 withx = (n + 1)(1 — @),
|— g n+ DA -a) < [(n+ 1)1 -a)] < m+DA-a)+1 g 1 ‘
n+1 n+1 n+1 n+1
This completes the proof. O

The guarantee is marginal: averaged over the random draw of the calibration and test points, coverage is
at least 1—a. It does not promise conditional coverage given any particular property of the test input, such
as a covariate value or a query type. Conditional coverage in full generality is impossible without further
assumptions [34]; partial recoveries exist for important special cases. Mondrian conformal prediction
[44] supplies guarantees conditional on a discrete grouping variable g: X — {1,..., K} (for example,
query type, source domain, or language) observed at both calibration and test time. The calibration set
is partitioned by g, the quantile gy is fit on the group-k calibration subset alone, and a test point Xieg is
routed t0 Gy(x,,)- The construction satisfies the hypotheses of Theorem 5 within each group separately,
giving the following corollary.

Corollary 6 (Per-group conformal coverage). Suppose that, conditional on g(X) = k, the calibration and
test points are exchangeable with almost surely distinct nonconformity scores, and a € [1/(n; + 1), 1) for
every k. Let ny be the group-k calibration size, gy its [(ny + 1)(1 — @)]-th smallest score, and Cy(x) = {y €
Y A(x,y) < Gi}. Then foreveryk € {1,...,K},

1
I’lk+1‘

l-a< P(Ylest € Cg(Xm,)(Xtest) | 9(Xtest) = k) <l-a+

Proof. Apply Theorem 5 to the group-k calibration and test data. O

Per-group exchangeability is weaker than full-population exchangeability: the score distribution may
differ across groups, as long as it is permutation-invariant within each. The cost is a smaller per-group
calibration set, with each group seeing roughly n; ~ n/K points. Two finite-sample effects compound:
the operating coverage is discretized in steps of 1/(n; + 1) (doubled when r; is halved), and at small «
the empirical quantile g is determined by a sparse upper tail (at ny = 250, @ = 0.05 only n — [(ny +
1)(1 — @)] = 11 calibration scores lie above ;). Weighted conformal prediction [41] maintains coverage
under known covariate shift via importance weighting. Section 4.8 finds per-group coverage at nominal
within finite-sample tolerance for @ € {0.10, 0.20}, with the strict « = 0.05 operating point exposing this
limit.

Three recent works apply conformal prediction to language models. Rouzrokh et al. [35] (CONFLARE)
calibrate the size of the retrieved set, ensuring that the top-k returned for a query covers the relevant
chunk with controlled probability; the guarantee is over set membership of a specific gold chunk and as-
sumes a tagged calibration set with known relevance labels. Wang et al. [47] (ConU) construct set-valued
LLM outputs whose marginal coverage of the correct answer is guaranteed, turning a single decoded an-
swer into an exchangeable prediction set. Mohri and Hashimoto [28] show that conformal-factuality
guarantees can be obtained from black-box LLM access alone, widening the deployment envelope to
closed-weight APIs.
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Conformal risk control [2, 6] generalises split-conformal coverage to the expectation of any monotone
loss, of which the retrieval-acceptance miss rate is an instance. Building on this line, the thesis targets
a use case the prior LLM-focused work does not directly address: conformal prediction for retrieval
acceptance and abstention. The mapping to Theorem 5 is: X the query space, Y the chunk space,
A(x,y) = —sim(x,y) the negated per-chunk similarity, and R(X) c Y,R(X) # @ the set of graded-
relevant chunks for query X. Each calibration query is paired with its most-conforming gold chunk
Yl.* = arg mingeg(x,) A(X;, y); the prediction set C(x) = {y : A(x,y) < g} collects chunks above the
calibrated similarity threshold. Theorem 5 applied to (X, Yl.*) gives P(Yt:st € C(Xiest)) = 1 — a, hence
the any-relevant-retrieved coverage P(R(Xiest) N C(Xiest) # 0) > 1 — . Section 4.8 reports the empirical
Mondrian per-group study on the SUIB Czech regulatory corpus.

2.5 Query Performance Prediction

Query Performance Prediction (QPP) is the information-retrieval subfield concerned with estimating
retrieval quality for a given query without access to relevance judgements. The setting matches retrieval-
side confidence for RAG one-to-one: the predictor sees only the query and the retrieved scores, and
produces a scalar that should correlate with downstream success. The recent tutorial by Arabzadeh et al.
[4] covers the field in detail; we summarise only the threads that bear on the feature design of Chapter 3.

Classical post-retrieval predictors read summary statistics of the top-k score vector. Write s; > --- > s
for the scores of the top-k retrieved documents, yu = %Zle s; for their mean, and s¢ for the corpus
score. The exact normalisation of these QPP predictors varies across the literature and across retrieval
paradigms. Here the formulas are used as canonical reference forms; in dense-retrieval experiments,
sc should be understood as a corpus-level baseline similarity rather than literally as the score of the
collection treated as one document.

Normalised Query Commitment (NQC) [38] reads the standard deviation of the top-k scores, normalised

by the corpus score:

1
NQC = —
sSc

The intuition is that high score spread reflects strong specificity to the top hit, and thus easier separation
of relevant from non-relevant documents.

Weighted Information Gain (WIG) [50] reads how strongly the query lifts the retrieved set above the
corpus score, as the query-length-normalised mean gap between the top-k scores and that baseline:

1 1 -
WIG:%Z—(si—sC):M Sc.

Here |g| denotes the query length measured as the number of whitespace-delimited query tokens.

Score Magnitude and Variance (SMV) [39] combines magnitude and dispersion in a single statistic:

1< si
SMV = — - » s;[In=|.

sc k ;‘4 1w
Each top-k score is weighted by its log-deviation from the mean, so a few large, well-separated scores
raise the predictor more than a uniformly high-scoring set. All three predate dense retrieval, are unsuper-

vised, and report robust correlations with ranking metrics on classical TREC collections.
20



Dense retrievers break some of the assumptions on which classical predictors rest: their score distribu-
tions have different shapes, and the high tail no longer behaves like a tail of TF-IDF magnitudes. The
classical formulas also assume strictly positive scores, since they divide by the corpus score and take
logarithms of score ratios; this holds for TF-IDF and BM25 magnitudes but not for dense cosine similar-
ities, which can be zero or negative. Coherence-based measures [43] exploit embedding-space neighbour
structure; spatial and projection-displacement estimators [10, 11] probe the geometry of the dense rep-
resentation directly, and dimension-importance variants [12] weight embedding axes by their estimated
query relevance. A separate strand applies LLM-generated relevance judgements at scale to train and
evaluate supervised QPP models [27]; the framework treats the LLLM as a noisy oracle for labels rather
than as a runtime component. A cross-paradigm evaluation by Chifu et al. [8] finds that classical pre-
dictors generalise poorly across collections and retrievers, motivating supervised feature-rich predictors
trained per dataset or per family.

Two recent works apply QPP to RAG directly. Huly et al. [16] train a supervised regressor on six post-
retrieval features (WIG, NQC, SMYV, top-k mean and variance, U-SMV) to predict the perplexity gain
that retrieval offers for text completion. Tian et al. [40] define Retrieval and Generation Performance Pre-
diction (RGPP), combining four score-only features (NQC, MaxScore, Dense-QPP, A-Pair-Ratio) with
the cross-encoder regressor BERT-QPP [3]. Both works confirm that retrieval-side features alone carry
substantial signal for RAG success, and both motivate the broader supervised feature design pursued in
Chapter 3.

The 24-feature framework introduced in this thesis sits in the supervised feature-rich tradition, dis-
tinguished from the prior work above by three commitments: features that describe the shape of the
similarity-score distribution rather than reusing classical statistics, a language-agnostic construction, and
a binary Hit@k sufficiency target suited to an accept/abstain decision. They are motivated feature-by-
feature in 3.1.

2.6 Comparative summary

The chapter has surveyed three families of confidence signal for RAG, compared in Table 2.1. Retrieval-
side QPP is the central object of Chapter 3, sufficiency-context assessment enters there as a content-
side comparison and as the building block of the hybrid scorers, and conformal prediction returns in
Section 3.3.
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Table 2.1: Comparison of three confidence signals for RAG. Retrieval-side QPP is the GeneralQPP
framework of Chapter 3; the LLM judge is a content-side model that reads the retrieved passages and
rates whether they suffice; conformal prediction is a distribution-free wrapper fitted around either of the
first two. The hybrid scorers of Chapter 3 combine QPP with the LLM judge. In deployment QPP serves
as the pre-generator gate, the LLM judge as a content check on flagged queries, and conformal prediction
where coverage must be guaranteed.

Aspect Retrieval-side QPP LLM judge Conformal prediction
Core question Did retrieval succeed? Do the pages support What cutoff guarantees
an answer? coverage?

Signal used
Cost (setup / per

query)
Discrimination

Formal guarantee

Similarity scores,
query stats

Labeled training, then
negligible

Strong on both datasets

None on its own

Retrieved passage
content (text/images)
No training, one LLM
call per query

Strong in-domain;
weaker on diverse
benchmarks

None on its own

A base predictor’s score

Labeled calibration,
then negligible
Coverage guaranteed;
efficiency depends on
score choice
Finite-sample,
distribution-free
(marginal)
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Chapter 3

A feature-based confidence framework

3.1 GeneralQPP feature design

The GeneralQPP feature extractor takes the top-k similarity-score vector s; € R, the raw query text
g, and corpus-level similarity statistics, and emits a 24-dimensional feature vector ¢(si,q) € R>* that
summarises the geometry of the retrieval response. The features are organised into three blocks: fifteen
distribution-shape features computed from s alone, five query-surface features computed from ¢ alone,
and four global features that summarise corpus-level similarity. No feature reads document content or
inspects the query beyond character-level statistics.

Why shape works: a visual intuition. Figure 3.1 is laid out in a 4x2 grid, with three GeneralQPP
features overlaid on each panel: gap (orange), bimodal_gap (violet), and avg_word_length (teal).

The top half (rows 1-2) holds easy successes from both datasets. A single strongly relevant page sits well
above the rest of the corpus; the gap between s and s alone separates the query from a typical failure,
and bimodal_gap is large because the head and the tail of the ranking come from different populations.
The figure shows the pattern holding across different ViDoRe domains and two SUJB query types, so it
is not dataset-specific.

The third row holds harder successes: several pages of the corpus are genuinely relevant, so they crowd
the head of the ranking and the top-1-vs-top-10 gap collapses (panels 5-6 both fall below 0.05). A single-
scalar heuristic therefore misclassifies these queries as failures, but bimodal_gap survives (= 0.048)
because the relevant pages are still concentrated at the head, and avg_word_length adds an orthogonal
query-surface signal.

The fourth row holds the two failure modes catalogued in the datasets section: a ViDoRe naturally-
unanswerable query (Finance EN, panel 7) and a SUJB constructed-adversarial query (panel 8). The gap
collapses as in the third row but bimodal_gap also collapses (0.022-0.027), and on the adversarial panel
avg_word_length rises above the answerable median. The features fail together and the predictor returns
low confidence, exactly the safety-layer behaviour we want.

The 24 features below are organised around this contrast. The gap features capture the easy successes
directly; concentration, decay, and bimodality features capture the head-and-tail profile across both easy
and hard successes; query-surface features and threshold-relative counts above the calibrated threshold 7
of Section 3.3 add complementary signal in regimes where score-only features become unreliable.

Distribution-shape features (15). These capture the geometry of the top-k score vector relative to itself
and to a corpus reference. All ratio features use a small denominator offset for numerical stability.

o Top-rank separation: topl_vs_topl@®_gap (s; — s19), topl minus_p99 (s; minus the 99th per-
centile over the full corpus), top5_concentration (mean of s;_s over mean of s;_y),
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Figure 3.1: QPP motivation: eight real queries from ViDoRe V3 and SUJB illustrating where each
of three GeneralQPP features discriminates. Each panel plots one query’s sorted top-k similarity
scores against rank; blue bars mark ground-truth-relevant pages, dark bars non-relevant ones. The four
rows escalate from easy successes (rows 1-2) through harder successes (row 3) to two failure modes
(row 4: ViDoRe naturally-unanswerable, SUJB constructed-adversarial). Per-panel overlays: orange
bracket for gap, violet bracket for bimodal_gap, teal horizontal line over a population box plot for
avg_word_length. Numeric value block on the right of each panel shows the feature value and a v' /X
verdict flag against the decision threshold.
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gap_concentration ((s; — s2)/(s1 — $10)). A strong top match leaves a wide gap to the rest of
the ranking.

o Spread and decay: sim_std_topl® (standard deviation of top-10), sim_slope (linear-fit slope
over sorted top-10), exp_decay_rate (rate fit of 5; = Ae™" to top-k), skewness_top50 (third
moment of top-50), max_second deriv (largest discrete curvature along sorted scores). Steep,
concentrated decay distinguishes a confident retrieval from a flat low-magnitude response.

e Bimodality and thresholded counts: bimodal _gap (mean of the top-3 similarities minus the
mean of ranks 11 to 30), n_above_07 and n_above_08 (count of top-k scores above fixed thresh-
olds), percentile_99 (99th percentile of top-k). Multi-hop queries produce visible bimodality;
thresholded counts capture absolute magnitude that ratio-based features cannot.

o Conformal threshold features: n_above_tau (count of top-k scores above the calibrated thresh-
old 7 of Section 3.3) and topl margin_over_tau (s; — 7). These features bind the calibrated
retrieval-acceptance threshold into the feature set so that the classifier can read it as a covariate;
for feature extraction this threshold enters only as a fixed per-deployment scalar, with its calibra-
tion deferred to the same section.

Query-surface features (5). These describe the query without lexical commitments to any specific
language: char_len (character count), word_count (whitespace-delimited token count), has numbers
(boolean indicator of any digit), n_punctuation (count of punctuation characters), avg_word_length
(mean characters per word). The five features survive without modification across Czech regulatory text,
English enterprise documents (ViDoRe), and rendered page-image queries.

Global features (4). simmean all and sim median_all summarise the similarity distribution over
the entire corpus for the current query; simmax is the top score; sim_percentile_range is the inter-
quartile range of corpus-level similarities. These features provide a per-corpus reference that the
distribution-shape features cannot read on their own: a top-1 of 0.85 means something different in a
corpus where most chunks score 0.4 than in one where they score 0.75.

Table 3.1 lists the 24 features.

Three commitments shape the design. First, relative and distributional shape over raw magnitude: many
features compare scores within the same query, which reduces dependence on the absolute scale of
the similarity function, although they are not invariant to arbitrary monotone transformations. Second,
language-agnostic by construction: the query-surface block reads only character-level statistics, so the
predictor transfers between Czech and English without per-language tuning. Third, corpus-aware glob-
als: the four global features are the thesis’s response to the failure mode reported by Chifu et al. [8]
in which classical predictors generalize poorly across collections; a per-query corpus reference is the
minimum information needed to disambiguate raw magnitudes. The empirical evidence that these com-
mitments hold up under cross-domain evaluation is in Section 4.4.

3.2 Hybrid scorers

The score-only methods of Section 3.1 and the content-side judge of Section 4.3 give two largely inde-
pendent signals over the same query. Hybrid scorers fuse them into a single classifier whose input is the
concatenation of the per-method feature vectors and whose output is the same Hit@ 10 probability the
score-only methods produce in isolation.

The thesis evaluates three hybrid configurations. H1 is the Tian et al. [40] adapted method, con-
catenating four score-only features (NQC, MaxScore, Dense-QPP, A-Pair-Ratio) with the cross-encoder
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Table 3.1: The 24 General QPP features by block. s; denotes the i-th element of the sorted top-k similarity-
score vector. An asterisk marks the 13 features retained in the S1-Lean subset (Section 4.6).

Feature

Definition

Distribution-shape features (15)

topl_vs_topl0®_gap*
topl minus_p99
top5_concentration®
gap_concentration
sim_std_topl®*
sim_slope
exp_decay_rate
skewness_top50*
max_second_deriv*
bimodal_gap*

n_07*

n__08

percentile_99*
n__tau

topl margin over_tau

1= 510

s1 minus the 99th corpus percentile

mean (s1.5) / mean (s1.x)

(s1 — $2)/(s1 — s10)

Standard deviation of top-10 scores
Linear-fit slope over sorted top-10

Ain s; = Ae~ fit on top-k

Third moment of top-50 scores

Largest discrete curvature along sorted scores
Mean of top-3 scores minus mean of ranks 11 to 30
Count of top-k scores 0.7

Count of top-k scores 0.8

99th percentile of top-k scores

Count of top-k scores calibrated T

§S1—T7T

Query-surface features (5)

char_len*
word_count*
has_numbers*
n_punctuation*
avg_word_length*

Character count of the query
Whitespace-delimited token count
Boolean indicator of any digit
Punctuation character count

Mean characters per word

Global features (4)

simmean_all
simmedian_all
sim_max

Mean similarity over the entire corpus
Median similarity over the entire corpus
Top similarity (equivalent to s)

sim_percentile_range

Inter-quartile range of corpus similarities

regressor BERT-QPP [3] over the top-1 retrieved chunk. H1 is included as a hybrid baseline that reads
documents through a cross-encoder rather than through an LLM judge. H2 is novel to this thesis: it
concatenates the General QPP 24-feature vector with the scalar sufficiency_score from C1. H3is
the third hybrid we introduce: it replaces General QPP with the 18-feature Classic Full QPP set (NQC,
WIG, SMV and their dispersion-aware variants) before concatenating with the C1 score. H2 and H3
differ only in the score-side feature block; comparing them isolates the contribution of distribution-shape
features to hybrid performance. The unified benchmark of Section 4.4 reports both configurations and
finds H2 the strongest hybrid on SUJB by AUPRC and adversarial detection (with H3 fractionally ahead
on Hit@10 AUROC) and competitive with S1 alone on ViDoRe.

Method roster. The experiments compare ten methods, named once here for reference. The score-
only methods read only the vector of retrieval similarity scores: SO (the MaxSim baseline, the single
top score), S1 (GeneralQPP, the 24-feature predictor developed in this chapter), S1-Lean (a 13-feature
subset of S1 selected for cross-domain robustness), S2 (the Huly et al. feature set), S3 (the Tian et al.
score-only features), and S4 (Classic Full, a pooled classical-QPP baseline). The content-side method
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C1 is a local multimodal LLM judge that reads the retrieved pages and returns a scalar sufficiency score;
its model and prompt are specified in the experimental setup. The hybrids, all introduced above, combine
a score-side feature set with the C1 score in one trained classifier: H1 (an adaptation of Tian et al.), H2
(GeneralQPP + Cl1, this work), and H3 (Classic Full + C1). The score-only baselines S2 to S4 and the
judge C1 are detailed where each is first evaluated.

3.3 Conformal Prediction wrapper

The conformal-prediction wrapper implements the split-conformal procedure of Theorem 5. The cali-
brated threshold for the intended deployment configuration is 7 = 0.711, fit on a held-out SUJB calibra-
tion set for 90% coverage; the threshold features n_above_tau and topl margin_over_tau appear in
the GeneralQPP feature vector defined in Section 3.1. The choice of a fixed, SUJB-calibrated t across
both datasets is a deliberate simplification for feature extraction.

The wrapper is used in two distinct roles in this thesis. As a feature provider it supplies the two -
dependent features that appear in the General QPP feature vector; as a coverage instrument it drives the
empirical study of Section 4.8, which sweeps & € {0.05,0.10, 0.20} over the SUJB corpus and reports per-
query-type Mondrian coverage. The two roles share the same calibration procedure but report different
quantities: the feature role compresses CP into a scalar input for the classifier, the coverage instrument
reports a distribution-level guarantee about how often the retrieved set contains the relevant page.
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Chapter 4

Experimental evaluation

4.1 Datasets

The empirical chapter draws on two evaluation corpora chosen to span domain breadth and language
difficulty: ViDoRe V3 for cross-domain English vision retrieval and SUJB for in-language Czech regu-
latory retrieval. Both are evaluated under identical preprocessing pipelines so that method comparisons
across datasets are direct. The remainder of this section describes the corpora those queries come from.

ViDoRe V3 [24] is a cross-domain vision-RAG benchmark spanning eight enterprise domains: Com-
puter Science, Energy, Finance (English), Finance (French), Human Resources, Industrial, Pharmaceuti-
cals, and Physics. Each domain comprises rendered PDF page images, written queries, and

human-verified graded relevance judgements on a two-point scale (1 = relevant, 2 = fully relevant /
self-sufficient); unlabelled pages count as non-relevant negatives. The benchmark totals 14,514 queries
with per-domain counts ranging from 1,290 (Computer Science) to 2,184 (Pharmaceuticals); the median
domain has roughly 1,830 queries. Page-image and query embeddings are produced by Qwen3-VL-
Embedding-8B. The benchmark ships with public train/test splits per domain, which we use without
modification. Ground-truth retrieval success is defined as Hit@10 with at least one chunk of graded
relevance two or higher in the top ten, matching the Hit@#k proxy convention used throughout this thesis.

SUJB (Czech State Office for Nuclear Safety, Stdtni iirad pro jadernou bezpecnost) is the deployment-
target corpus for the project that motivated this thesis: a regulatory body publishing Czech-language
documents on nuclear safety, radiation protection, and ionising-radiation administration. The corpus
comprises 517 rendered page images drawn from five Czech regulatory decrees.

Queries are 1,510 synthetic items generated by GPT-4o, stratified by source document and partitioned
into three intent classes:

o Standard (510): direct factual questions about the regulations. Each is generated from the OCR
text of a single corpus page, under the explicit instruction that it be answerable from that page
alone, and that page is recorded as the query’s only relevant page.

e Paraphrase (500): restatements of standard queries at three semantic distances, evenly split be-
tween synonym substitution (167), full rephrase (167), and cross-lingual Czech-English (166).
These probe robustness to surface variation.

e Adversarial (500): out-of-scope questions designed to force retrieval failure, evenly split into
four subtypes (125 each): (A) cites a specific Czech decree absent from the corpus; (B) asks about
an in-domain topic the corpus does not cover, such as international conventions or foreign and
historical practice; (C) asks for a comparison or synthesis of two corpus concepts that the corpus
does not connect; or (D) asks about a procedure or institution the corpus does not describe.
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The first two classes (1,010 queries together) are answerable, and because each was generated from, and
required to remain answerable by, a single source page, that page alone constitutes a complete answer: it
is the query’s only relevant page, which is why a SUJB relevance label of 1 marks a self-sufficient page
rather than a merely topical match. The third class tests whether the safety layer assigns low confidence
to out-of-scope queries, which is the highest-stakes failure mode for a regulator-facing assistant. Both
query and page embeddings are produced by Qwen3-VL-Embedding-8B.

Query outcome categories. Every query falls into one of three outcome categories defined by what
exists for it in the corpus. The distinction matters because the safety layer’s job is to recognise the
second and third categories before the generator runs.

o Answerable: at least one self-sufficient page is present in the corpus. A page is self-sufficient
if its content alone supports a faithful answer (ViDoRe relevance grade 2; SUJIB binary label 1).
Retrieval succeeds (Hit@ 10 positive) if at least one such page appears in the top-10.

o Unanswerable: no self-sufficient page exists in the corpus, but partially relevant chunks may. This
is the naturally occurring failure mode on ViDoRe: the published relevance judgements include
only grade-1 partial matches and no grade-2 page for the query. The retriever can still surface
topically nearby content, so confidence features that read score magnitude alone are not enough to
flag the failure.

e Adversarial: no relevant chunks of any grade exist in the corpus by construction. This is the
stricter SUJB failure mode: 500 of the 1,510 SUJB queries are synthesised on topics confirmed to
be absent from the corpus. The retriever’s top-k is entirely off-topic, so distribution-shape features
should flag adversarials clearly.

ViDoRe contributes the naturally-occurring unanswerable failure mode and SUJB contributes the con-
structed adversarial one; both are dataset instantiations of the out-of-corpus mode from Section 1.4.

Why two datasets. The two corpora are intentionally complementary. ViDoRe V3 stresses cross-domain
transfer: eight unrelated topical domains with thousands of queries. SUJB stresses in-deployment robust-
ness: a single regulatory domain in a low-resource language, with an adversarial slice the cross-domain
benchmark lacks. The two together separate the domain-transfer question from the abstention question,
and the experimental sections that follow report on both axes throughout.

4.2 Classifier head

Recent RAG-oriented QPP work fits a regularised linear combiner over a small set of retrieval-quality
features: Tian et al. [40] train linear regression models to combine their score-only predictors, and Huly
et al. [16] use supervised post-retrieval predictors in the same family. We adopt this linear combiner as
the backbone of the head in two label-matched forms: logistic regression for the binary Hit@k target,
and ridge regression (L2-penalised least squares, @ = 1.0) as its squared-error counterpart. On top of this
linear baseline we add small L2-regularised MLPs (up to (64, 32), early stopping) as a bounded nonlinear
extension, and let cross-validation decide whether the extra capacity is warranted.

Selection is uniform across all trained methods (S1, S1-Lean, S2, S3, S4, H1, H2, H3). For each split,
3-fold stratified cross-validation on the training portion picks the architecture with the highest mean fold
AUROOC; features are standardised with a StandardScaler fit on training rows only; ties are broken by
validation Brier score; and the winner is refit on the full training fold. For the larger per-domain ViDoRe
splits we widen the pool with (128, 64) and (256, 128,64) MLPs at @ € {1.0,0.1,0.01} (11 candidates,
versus 5 for SUJB), the split fixed a priori by training-set size (Section 4.1). MLPs use scikit-learn’s
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MLPClassifier: cross-entropy loss, ReLU activations, Adam, and early stopping on a 15% validation
split. The label is binary Hit@k against the graded-relevance ground truth of Section 4.1.

The picks (Table 4.1) divide by data regime. On SUJB (roughly 1,200 training queries per method) a
linear head always survives selection: S1, S4, and H3 land on ridge regression, the remaining methods
on logistic. The linear combiner that Tian and Huly rely on is therefore also what CV prefers at this
scale. On the larger ViDoRe domains (roughly 1,300 to 1,750 per domain) the (256, 128, 64) MLP at
a = 0.1 dominates, with the narrower (128,64) at @ = 0.1 a close alternative that was the modal pick
in earlier S1-only sweeps; the picks should be read as one credible head among several rather than a
uniquely optimal architecture.

C1 is not trained and has no architecture to select. We wrap its scalar 0 to 100 sufficiency score in a
monotonic Platt-scaling head [31] (logistic regression on the single LLM score), which preserves AU-
ROC and AUPRC and moves only the calibration metrics (Brier, ECE). That Platt scaling fails to improve
the MLP-based heads (Section 4.7) is consistent with the observation that L2-regularised cross-entropy
training paired with early stopping is already calibration-friendly [15].

Table 4.1: Per-query wallclock latency and CV-selected classifier head per method and dataset. SO
through S4 and H1 are measured on the SUJB test split (302 queries, 5 repetitions, mean); C1 end-to-end
over the full 1,510-query SUJB run at k = 10; H2 and H3 are additive (the underlying S-method’s latency
plus one CI call). Architectures: R=Ridge (@ = 1.0), L=Logistic regression, MLP=(256, 128, 64) at
a = 0.1; ViDoRe entries list per-domain picks over the eight domains.

Tier Method Ft Arch Arch (ViDoRe) Latency/query
(SUJB)

SO MaxSim baseline 1 n/a n/a 7 us

S1 GenQPP (ours) 24 R 8xXMLP 2.0 ms

S1-Lean GenQPP-Lean (ours) 13 L 8XMLP 1.9 ms

S2 Huly SIGIR’25 6 L TXMLP, 1xXR 2.8 ms

S3 Tian ECIR’26 4 L 5XMLP, 2xR, 1xL 2.7 ms
(score-only)

S4 Classic Full 18 R 8xXMLP 2.7 ms

C1 LLM judge 1 Platt Platt 6.3s
(Qwen3.5-35B)

H1 Tian ECIR’26 5 L 6XMLP, I1xXR, I1xXL 982.9 ms
(adapted)

H2 GenQPP + LLM (ours) 25 L 8xXMLP 6.3s

H3 Classic Full + LLM 19 R 8xMLP 6.3s
(ours)

4.3 Content-side signal: the LLM judge C1

C1 is the content-side counterpart to the score-only methods of Chapter 3: it is the only benchmark
method that reads the retrieved documents. Using an LLM to judge retrieval quality follows the LLM-
as-a-judge paradigm [49]. The judge is Qwen3.5-35B-A3B-FP8 [32], a multimodal mixture-of-experts
model with 35 B total parameters and 3 B active per token at FP8 precision, with a 262 K-token context
window. It runs locally on a single Asus Ascent via vVLLM, which keeps the deployment within the
data-sensitivity constraints that motivate the SUJB pipeline. The judge receives the query and the top-k
retrieved page images (rendered at 150 DPI from the source PDFs, capped at 1568 pixels on the long
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edge) and returns a JSON object containing a short free-form rationale, an integer sufficiency score in
[0,100], and a boolean sufficient flag.

The C1 prompt was chosen empirically from four candidates (Table 4.2): zero-shot, chain-of-thought,
a generic three-shot prompt, and a Czech domain-specific three-shot prompt. Chain-of-thought was
worst on both AUROC and parse reliability; zero-shot matched the best prompt on ranking AUROC but
returned invalid JSON on 16% of queries, whereas both few-shot prompts always parsed. The two few-
shot variants were statistically indistinguishable, so the simpler generic prompt was adopted: a three-shot
English instruction with one positive and two negative examples, stating the task and the JSON schema.
The choice rests on parse reliability, not accuracy; every C1 number in Section 4.4, and in the H2 and
H3 hybrids, uses this prompt.

Table 4.2: Vision prompt variants for the C1 LLM judge (stratified sample of 200 SUJB training queries,
Hit@10). Overall scores unparseable outputs as 0.5; Parseable excludes them. The p vs. chosen column
is a paired bootstrap AUROC test (2,000 resamples) against the chosen few-shot variant; ref. marks that
variant itself.

Metric zero-shot CoT few-shot few-shot
(chosen) SUJB

Overall .866 .820 884 .886

Parseable .885 .867 884 .886

Fails 32 46 0 0

p vs. chosen .39 <.001 ref. .94

Vision is not optional here: Czech regulatory PDFs carry meaning in tables, figures, and multi-column
layouts that survive only in the rendered page. An earlier text-mode C1 over OCR underperformed the
vision judge, used throughout; its scalar sufficiency_score feeds the hybrid scorers of Section 3.2.

4.4 Main comparison

The headline experiment evaluates all ten methods on both datasets. Numbers are mean values across the
5 seeds (ViDoRe in-domain test splits averaged across the 8 domains as a weighted average, SUJB at the
Hit@10 retrieval depth on the 302-query test split). The aggregate results are summarised in Table 4.3;
we discuss them by method family.

Score-only baselines (S0, S3). The baselines anchor the floor of the comparison. MaxSim (S0, single
feature) reaches AUROC 0.593 on ViDoRe and 0.545 on SUJB Hit@ 10, confirming that the raw top-1
similarity carries some signal but loses badly to learnt methods. Tian et al.’s [40] score-only configuration
(S3, four features) does meaningfully better at 0.643 on ViDoRe and 0.807 on SUJB, primarily because
its feature set includes MaxScore and Dense-QPP signal that goes beyond raw MaxSim. Both are useful
as reference points: they are the cheapest methods in the pool (no training, no auxiliary model) and show
how much headroom the supervised feature-rich predictors capture.

Supervised score-only predictors (S1, S1-Lean, S2, S4). The four supervised score-only methods span
a wide AUROC range on ViDoRe (~0.14) and a tighter one on SUJB (~0.03). GeneralQPP (S1) is
the strongest on both datasets, at AUROC 0.856 on ViDoRe (winning 6 of 8 domains; the per-domain
breakdown is in Table 4.4). Classic Full (S4) is the closest classical contender at 0.835/0.891, followed
by Huly’s SIGIR’25 method (S2) at 0.714/0.875, and S3 at 0.643/0.807. S1’s advantage over S4 on
ViDoRe is +0.021 AUROC, statistically significant under a stratified paired bootstrap test (2,000 resam-
ples cluster-resampled per domain,p = 0.012). S1-Lean, the 13-feature subset that maximises leave-
one-domain-out (LODO) AUROC (Section 4.6), lands at 0.782 on ViDoRe (a 0.074 in-domain penalty
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Table 4.3: Main 10-method comparison on ViDoRe V3 (weighted-average per-domain test AUROC
across the 8 domains, 5-seed mean) and SUJB (Hit@ 10, 302-query test split, vision-mode embeddings,
5-seed mean). Methods marked (ours) and rendered in bold are introduced by this work (S1, S1-Lean,
H2); H3 is the Classic+LLM hybrid included for symmetry. Per-metric best values are emboldened.

Method ViDoRe SUJB SUJB SUJB SUJB
AUROC AUROC AUPRC Brier ECE
SO0 (MaxSim) .593 .545 .612 270 .164
S1 .856 905 923 124 .061
(GeneralQPP)
S1-Lean 782 904 923 124 043
S2 (Huly) 714 .875 905 144 .067
S3 (Tian, scores) .643 .807 .831 185 .100
S4 (Classic Full) .835 .891 .908 131 .048
C1 (LLM judge) .649 .876 .898 .140 .074
H1 (Tian, full) .683 .809 .839 .184 .102
H2 (GenQPP + .863 931 935 101 .076
C1)
H3 (Classic + .836 932 933 096 .075
C1)

Table 4.4: Per-domain test AUROC on the eight ViDoRe V3 in-domain settings (80/20 stratified split
within each domain, 5-seed mean). The right-most column is the weighted average across all eight
domains and is the headline ViDoRe number used throughout this thesis. Best score-only value per
column in bold best overall underlined S1 wins six of eight domains as the strongest score-only method;
H2 wins the weighted average (0.863) overall but is statistically tied with S1 on it (p = 0.261, stratified
paired bootstrap).

Method cs energy fin EN fin FR hr indust pharma physics Avg
n 258 370 371 384 382 340 437 363 2905
SO0 (MaxSim) 0.589 0.573 0.636 0.644 0.536 0.497 0.615 0.639 0.593
S3 (Tian, scores) 0.585 0.583 0.709 0.610 0.706 0.649 0.634 0.655 0.643
S2 (Huly) 0.756 0.520 0.720 0.780 0.662 0.756 0.801 0.716 0.714
S4 (Classic Full) 0.764 0.835 0.822 0.849 0.838 0.840 0.869 0.837 0.835
S1 (GeneralQPP) 0.905 0.787 0.826 0.889 0.848 0.858 0.854 0.900 0.856
S1-Lean 0.809 0.748 0.797 0.776 0.824 0.862 0.731 0.730 0.782
C1 (LLM judge) 0.627 0.654 0.724 0.687 0.608 0.693 0.664 0.530 0.649
H1 (Tian, full) 0.641 0.584 0.668 0.714 0.697 0.697 0.748 0.686 0.683
H3 (Classic + C1) 0.887 0.845 0.826 0.762 0.864 0.835 0.862 0.816 0.836
H2 (GenQPP + 0.880 0.906 0.846 0.857 0.834 0.856 0.853 0.880 0.863
C1)
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Figure 4.1: Per-query predicted confidence on ViDoRe V3 in-domain test splits. Left: strip plots per
domain for the four trainable methods (SO omitted as a constant-similarity passthrough), with each point
a single test query coloured by ground-truth Hit@10. Right: the same scores aggregated over all eight
domains and split into answerable and unanswerable slices. S1 and S4 push the unanswerable distri-
butions noticeably below the answerable ones across most domains; C1 alone overlaps the two slices
heavily, consistent with its weighted-average AUROC of 0.649 reported in Table 4.4.

relative to full S1) but essentially ties S1 on SUJB (0.904 vs 0.905) and posts the best Hit@10 SUJB
calibration of any reported method (ECE 0.043).

Content-only (C1). The vision LLM judge alone reaches AUROC 0.649 on ViDoRe and 0.876 on SUIB
Hit@10. The gap between datasets is informative. On ViDoRe, C1 underperforms every supervised
score-only method except SO; on SUJB it is competitive with S2 and S4. Two effects drive the gap. First,
ViDoRe spans eight unrelated domains, some of which (physics, energy) have positive rates above 75%
under Hit@ 10: with most queries succeeding, a judge that says =>sufficient< for nearly all of them gets the
bulk-rate right but loses discrimination. Second, SUJB is in-domain regulatory Czech with an internally
consistent answerable/adversarial split, a setting that suits an LLM judge well. C1’s raw calibration is
poor on ViDoRe (ECE 0.249 raw, cut to 0.041 by the Platt wrapper), which reflects the same effect:
a judge applied to out-of-distribution domains is poorly calibrated until a post-hoc wrapper is fit to its
scores, while in-domain its raw probabilities are closer to truth.

Hybrids (H2, H3). The two new hybrids (H2 and H3) augment a score-only base with the C1 sufficiency
score as one additional input feature. The ViDoRe and SUJB pictures separate. On ViDoRe weighted
average, H2 (General QPP + C1) reaches AUROC 0.863, a small +0.007 gain over S1 that is not statisti-
cally significant on the 2,905-query bootstrap test (95% CI[-0.005, +0.018],p = 0.261). H3 (Classic Full
+ C1) reaches 0.836, essentially tied with its score-only base S4. On SUJB Hit@ 10 the picture flips: H2
reaches 0.931 and H3 reaches 0.932, both clearly above the score-only entries, and the H2 vs S1 gap of
+0.026 is statistically significant (p = 0.023). H2 beats H3 by +0.028 AUROC on ViDoRe (p = 0.002),
showing that the General QPP feature set contributes a signal the classical pool does not provide, even
after the C1 score is included. The two-sided reading is that the C1 judge contributes new signal that
the score-side features do not subsume specifically on the deployment-style in-domain corpus, while
the cross-domain ViDoRe setting absorbs C1’s contribution and the judge’s value as a feature is small.
We treat this as evidence that the hybrid lift is setting-dependent rather than universal, an observation
that aligns with the latency-quality trade-off discussed below: H2 only earns its LLM-call cost when the
deployment is in-domain enough for the C1 signal to be useful.
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4.5 Per-query-type analysis

The SUIB query pool partitions into three groups by intent. Standard queries are direct-phrasing factual
questions over the corpus and form the bulk of the answerable pool. Paraphrase queries restate standard
queries in synonymous form and stress the retriever’s robustness to surface variation.  Adversarial
queries, 500 of them, ask about topics absent from the SUJB corpus: well-formed Czech questions
whose correct answer is »I do not know « rather than any retrieved passage. A retrieval-side confidence
estimator that is fit for an abstention policy should assign low confidence to adversarial queries, since
they are queries the system should not attempt to answer.

Two columns of the table carry the bulk of the story. The answerable-vs-adversarial AUROC (Adv. AU-
ROC) is the safety-layer-relevant quantity: how cleanly does each method’s confidence score separate
answerable from out-of-corpus queries. The scoreboard there is striking. Four supervised score-only
methods are strong on adversarial separation, with Adv. AUROC above 0.90 in each case. The hybrid
H2 reaches 0.970, essentially saturating the metric. C1 alone reaches 0.886, the weakest among the
trained methods. The mean predicted confidence on the adversarial slice (p,qy) tells the same story from
the operating-point side: score-only methods place adversarial queries near 0.16-0.24 mean confidence,
the hybrids near 0.13-0.18, while C1 alone leaves them at 0.28. At a deployment-style operating point
this matters directly: we set the threshold such that the method’s standard-query acceptance rate is 90%
and read off the corresponding adversarial-acceptance rate as a leakage rate. At that operating point S1
leaks 12% of the 100 held-out adversarial test queries while C1 leaks 28%; hybrid H2, despite folding
in C1’s content-side signal, leaks only 6%. The strip-plots in Figure 4.2 make the separation visible at
a glance: S1 produces three distinguishable distributions (standard, paraphrase, adversarial), while C1’s
adversarial mode overlaps heavily with its answerable modes.

Table 4.5: SUIB per-query-type breakdown at Hit@10 (302 test queries, 5-seed mean). Ans. AUROC:
discrimination among the 202 answerable queries (102 standard + 100 paraphrase). Adv. AUROC:
answerable-vs-adversarial separation (the safety-layer-relevant quantity). pans /Padv: mean predicted
confidence on the answerable and adversarial slices respectively (higher is better forp,,s, lower is better
forp,qv). Best score-only value in bold, best overall underlined.

Method Ft Ans. Adv. Dans Dadv
AUROC AUROC

S0 (MaxSim) 1 .665 489 410 417
S3 (Tian, scores) 4 727 .806 .590 335
S2 (Huly) 6 715 908 .691 237
S4 (Classic Full) 18 734 922 708 213
S1 24 734 949 738 240
(GeneralQPP)

S1-Lean 13 741 943 724 164
C1 (LLM judge) 1 742 .886 .801 282
H1 (Tian, full) 5 735 .804 .590 332
H3 (Classic + 19 786 .960 745 128
C1)

H2 (GenQPP + 25 759 970 764 181
C1)

The 16-percentage-point leakage gap between retrieval-side S1 and content-side C1 has a clean structural

explanation. S1 reads only the geometry of the similarity-score vector; an adversarial query produces

a flat, low-magnitude s because no chunk in the corpus is genuinely close to the query embedding,

and S1’s distribution-shape features (low topl minus_p99, small sim_slope) consistently land in low-
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Figure 4.2: Per-query-type confidence distributions on SUJB, box plots over each method’s per-query
confidence (centred on the 0.5 threshold) for the standard, paraphrase, and adversarial query slices. S1
separates the three query types cleanly: standard sits at high confidence, paraphrase mid-high, adversar-
ial low. C1 overlaps adversarial heavily with answerable, explaining its 28% leakage rate at the 90%
standard-acceptance operating point. H2 tightens the gate further, leaking less than S1.

confidence territory. C1 by contrast reads the retrieved page images. Even for an adversarial query,
the retriever returns some top-k pages, and the LLM judge sees Czech regulatory text that is topically
vaguely relevant (a question about reactor safety surfaces pages about radiation protection; a question
about an unrelated regulator surfaces pages on regulatory procedure). The judge has trouble telling
specifically wrong from generally plausible, and its sufficiency score skews upward.

In the SUJB deployment context (a Czech nuclear regulator answering public queries) the consequence
of answering an adversarial query is reputational and legal, not just degraded utility, which is itself an
argument for using the more conservative signal as the gate.

4.6 Feature ablation study: S1-Lean

GeneralQPP’s headline configuration (S1, Section 4.4) uses all 24 features of the feature catalogue from
Section 3.1. The catalogue was deliberately broad: it covers distribution shape, top-rank separation,
threshold-relative density, and corpus-anchored magnitudes, with no a priori pruning for redundancy or
transfer behaviour. This breadth helps in-domain fit but raises an obvious risk for cross-domain deploy-
ment, where features that exploit corpus-specific scale or noise patterns may not generalise. The ablation
reported here measures that risk directly by searching for the smallest feature subset whose MLP head
matches or exceeds the full S1 predictor under a leave-one-domain-out (LODO) protocol on ViDoRe V3,
and ships the resulting subset as a separate benchmark entry, S1-Lean.

Selection procedure. We run forward-backward (bidirectional) stepwise feature selection over the 24
General QPP features, using (128, 64) MLP head. The selection objective is LODO AUROC averaged
across the eight ViDoRe V3 domains, which is the harder of the two ViDoRe protocols (Section 4.4) and
the one most representative of cross-domain deployment. We start from the empty feature set and, at
each iteration, evaluate two move types: (i) adding any feature not currently in the set, or (ii) removing
any feature currently in the set. We pick the move whose retrained predictor scores the highest LODO
AUROC, with ties broken by the smaller resulting feature count. Selection terminates when no move
improves the objective.

Selected subset. Selection terminates on a 13-feature subset of the original 24, marked with an asterisk
in Table 3.1 and distributed unevenly across the three blocks: 8 of the 15 distribution-shape features,
all 5 query-surface features, and none of the 4 global (corpus-anchored) features. The cut has a clear
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shape: every corpus-anchored global feature is dropped, as are both conformal-threshold features and
the high-cutoff count n_above_08, consistent with the LODO objective penalising features whose value
depends on the calibration corpus’s absolute scale.

S1-Lean. S1-Lean trains the same head (Section 4.2) on the 13-feature subset rather than the full 24,
with no other change to the pipeline; selection and deployment use separate heads, so the benchmark
numbers come from the standard CV-picked head, not the selection-stage MLP. Across the two datasets
(Section 4.4), ViDoRe in-domain weighted-average AUROC drops to 0.782 (a 0.074 penalty against
S1’s 0.856), while SUJB Hit@ 10 AUROC holds at 0.904 (tied with S1’s 0.905) and SUJB ECE is 0.043,
the best Hit@10 calibration of any reported method and the only uncalibrated entry below 0.05. This
asymmetry is the point: S1-Lean pays 0.074 of in-domain ViDoRe fit to buy an unchanged SUJB number
and the strongest SUJB calibration.

The intended regime is therefore cross-domain transfer: training and production corpora that differ in
vocabulary, language, or document format, where the operator cannot bet on in-domain coincidences
holding up. For a corpus close to the training distribution S1 remains the stronger choice; for an OOD
deployment S1-Lean is the more honest one. Both are reported side by side in Section 4.4, and S1-Lean’s
per-query-type behaviour tracks S1’s on the answerable slice (Section 4.5), indicating the dropped 11
features carried in-domain fit rather than safety-relevant signal.

4.7 Calibration case study: Platt on GeneralQPP

Preparing GeneralQPP for deployment surfaced a negative result. The deployed (128, 64) MLP of Sec-
tion 4.2, trained on the pooled in-domain ViDoRe V3 split (all eight domains as one deployed model,
63.8% positive under Hit@10), already reaches Brier 0.1822 and ECE 0.0312 on its 2,574-query pooled
held-out test set, low by absolute standards. Adding a post-hoc Platt head (logistic regression on five-fold
out-of-fold probabilities, near-zero regularisation) moved ECE the wrong way to 0.0356 (delta +0.0044,
consistent across seeds); Brier 0.1830 is within noise and AUROC is unchanged at 0.7710, as a mono-
tone transform cannot reorder. The 0.7710 is a single AUROC over the pooled test set, and so falls
below the 0.856 weighted-average per-domain AUROC of Table 4.3: pooling eight domains into one
ranking introduces cross-domain mis-orderings that per-domain evaluation never sees, and the single de-
ployed head does not specialise per domain the way the eight per-domain heads do. It still sits above
the leave-one-domain-out figure (0.706), as expected for a pooled in-domain operating point. The fitted
a = 494, b = -2.41 push extreme probabilities further from 0.5: the right correction for an under-
confident input, overcorrection for one already calibrated.

The MLP is already calibrated because cross-entropy is a strictly proper scoring rule, L2 at @ = 0.1 keeps
the softmax from saturating at the boundaries (the mechanism Guo et al. [15] identify), early stopping
halts before saturation, and the class balance is moderate.

4.8 Conformal coverage experiment

This section reports the empirical coverage study of the Mondrian conformal wrapper (Section 2.4) on
the SUJB corpus.

We run the Mondrian split-conformal procedure with query type as the grouping variable. The 500
adversarial queries are excluded by construction: they have no positive ground-truth labels, so there is no
relevant page against which to calibrate the conformal threshold, and the any-relevant-retrieved coverage
event is undefined rather than merely hard to satisfy. Of the answerable queries, 50% (505 queries)
form the calibration set and the remaining 505 form the test set; stratification by query type ensures
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standard and paraphrase queries appear at equal rates in both halves, leaving roughly 250 calibration
queries per group. A separate quantile cjg?t) is fit on each group’s calibration subset and a test query is
routed through the calibrator for its query type. The nonconformity score is the negation of the per-page
similarity (lower-similarity pages are more nonconforming), and the prediction set at test time is the
set of pages whose nonconformity does not exceed the per-group quantile. The coverage measure is
any-relevant-retrieved: a test query is covered if the prediction set contains at least one graded-relevant

page.

The conformal prediction set size is the price the user pays for the coverage guarantee, and the price
scales sharply with @. At @ = 0.05 the mean set size across the test set is 117 pages (median 106),
falling to 47 pages (median 27) at @ = 0.10 and to 20 pages (median 8) at @ = 0.20. Figure 4.3 reports
the empirical CDF of set sizes. Each distribution is strongly right-skewed, so the mean sits well above
the median: most queries receive small sets while a few hard queries form a long tail. At the loosest
guarantee half the queries are covered by 8 pages or fewer and only 12 of 505 exceed 100, yet the curve
reaches 1.0 only at its single 132-page worst case. The cost of stronger guarantees is stark: a deployment
that needs 95% coverage retrieves more than 100 pages for half its queries, which is unworkable for
top-k RAG with k£ < 10.
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0.6 1
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Figure 4.3: Empirical cumulative distribution of Mondrian conformal prediction-set sizes on the 505
SUIB test queries at three operating points (mixed across query types). Stronger guarantees buy them-
selves with larger retrieved sets: the median set size grows from 8 pages at @ = 0.20 to 106 pages at
a = 0.05.

The Mondrian wrapper delivers per-group coverage at the nominal 1 — a level on both query-type sub-
groups in expectation across calibration draws. Averaged over 200 random calibration/test splits, mean
per-group coverage tracks its nominal target at all three operating points: on the standard slice it is
0.952, 0.900 and 0.801 against the nominal 0.95, 0.90 and 0.80, and on the paraphrase slice 0.952, 0.902
and 0.801, every value within a few tenths of a percentage point of nominal. Because each answerable
SUIB query has exactly one relevant page, the per-query nonconformity score (that page’s similarity)
calibrates precisely the event measured here, namely the relevant page appearing in the prediction set, so
the reported coverage is a direct test of the per-group guarantee rather than a loose proxy.
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4.9 Limitations and threats to validity
Seven limitations bound the conclusions of this chapter.

First, the ground-truth label used throughout (Hit@ 10 with relevance two or higher) is a lossy proxy for
downstream answer correctness. A top-10 set that contains a relevant chunk is sufficient for the retriever
to have done its job, but the generator may still mishandle the answer; conversely, some retrievals labelled
as failures under Hit@ 10 do support a correct answer when the generator can synthesise across partially
relevant chunks. An end-to-end answer-correctness label would be the more informative target, but it is
much more expensive to construct and was outside the scope of this thesis.

Second, the SUJB corpus and queries are Czech-language regulatory text. Czech is a low-resource
language relative to English in the encoder training data of Qwen3-VL-Embedding-8B, and the SUJB
domain (nuclear safety regulation) is narrow. The numbers reported on SUJB are therefore both a stress
test (low-resource language) and a domain-narrow sample (one regulatory domain). The cross-domain
transfer results in Section 4.4 probe one direction of the generalisation question; a test on another regu-
latory corpus would extend the evidence.

Third, every result assumes a fixed corpus. The retriever’s parameters, the corpus contents, and the page-
image renderings are held constant across all experiments. Production RAG systems live with corpora
that change over time: documents are added, superseded, or retired, and embeddings drift relative to a
query distribution that drifts independently. The conformal coverage guarantee of Section 4.8 survives
a recalibration on the new corpus, but the supervised feature-based predictors will need monitoring and
periodic retraining.

Fourth, the GeneralQPP feature set was designed on SUJB data, which raises the question of whether
the features are tuned to the corpora they were built on. The per-domain ViDoRe results (best in six
of eight in-domain settings) and the leave-one-domain-out analysis reported earlier in this chapter are
the evidence against a pure in-domain artefact: under leave-one-domain-out the full feature set drops to
0.706 AUROC, and the 13-feature S1-Lean subset recovers this to 0.719 while trading some in-domain
accuracy for out-of-distribution robustness. Two caveats temper this. First, the 13-feature S1-Lean subset
was selected to maximise that same leave-one-domain-out AUROC, so its 0.719 is an optimistic in-
sample estimate of the selection rather than a held-out figure (unlike the full set’s 0.706, which involves
no feature selection); a nested protocol that re-selected the subset within each fold would give the honest
transfer number, and S1-Lean’s dependable advantages are its parsimony and its strong SUJB calibration
rather than the leave-one-domain-out margin over the full feature set. Second, a feature set selected over
more corpora would carry stronger guarantees.

Fifth, the SUJB queries are synthetic: the 1,510 items are generated by GPT-40 from the source pages,
and although the inclusion of paraphrase and adversarial variants broadens their coverage, they do not re-
produce the ambiguity and pragmatic irregularity of live user queries. Validation on a live, non-synthetic
SUIJB query stream is the single most important external-validity check this thesis does not perform, and
is left as a primary item of future work.

Sixth, every result uses a single retriever (Qwen3-VL-Embedding-8B) and a single LLM judge (Qwen3.5-
35B-A3B-FP8). The claim that the distribution-shape features are retriever-agnostic is an empirical pre-
diction this thesis does not test directly, since the score geometry was only ever observed under one
embedding model family. The judge is itself a single local multimodal model whose output is con-
strained by JSON parsing, with responses that fail to parse falling back to a neutral score. A stronger
judge (a fine-tuned cross-encoder, or a larger proprietary model where data-sensitivity constraints permit
one) could narrow the gap between C1 and the score-only S1.
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Seventh, the H1 baseline is a conservative adaptation of Tian et al.’s method. Their original specification
fine-tunes a BERT-QPP cross-encoder on relevance judgements; because no Czech QPP-labelled training
data is available, the H1 reported here substitutes a zero-shot cross-encoder over the top pages. Its
AUROC should therefore be read as a lower bound for that method family, and a fine-tuned hybrid
would likely strengthen it.

Taken together, these limitations mean the conclusions of this chapter are strongest for local, multimodal
retrieval-sufficiency prediction with modest target-domain supervision, and should not be read as a uni-
versal ranking of all RAG confidence estimators across retrievers, judges, languages, and corpora.
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Chapter 5

Conclusion

5.1 Contributions

This thesis studied retrieval-side confidence for Retrieval-Augmented Generation, estimating whether
a query and its vector of retrieval similarity scores alone indicate that the retrieved context supports a
faithful answer. It makes four contributions.'

o GeneralQPP feature framework. A 24-feature, language-agnostic predictor for retrieval suffi-
ciency that reads no document content. The features describe the geometry of the top-k similarity-
score vector (gaps, decay, bimodality, concentration), query-surface statistics that do not depend
on language, and global similarity-range baselines. The predictor works across document domains
and modalities (text and vision). It reaches a weighted-average AUROC of 0.856 across the eight
ViDoRe V3 in-domain benchmarks (best in 6 of 8 domains) and 0.905 on the SUJB Hit@10 split,
outperforming every classical and recent score-only baseline; under the harder leave-one-domain-
out protocol it drops to 0.706, recovered to 0.719 by a 13-feature subset (S1-Lean) that trades
in-domain accuracy for out-of-distribution robustness. On the 100-query held-out SUJB adver-
sarial slice it leaks 12% of out-of-corpus queries above the 90% standard-acceptance threshold,
against 28% for the LLM judge alone, because an adversarial query leaves a flat, low-magnitude
score profile the predictor recognises even when the retrieved pages still look topically plausible
to a content judge.

e Hybrid scorers H2 and H3. Two methods that concatenate the General QPP feature set (H2) or
a classical-QPP feature set (H3) with the output of an LLM judge that reads the retrieved pages,
feeding both into a single trained classifier. On the SUJB benchmark H2 improves Hit@10 AU-
ROC by +0.026 over the score-only base (significant at p = 0.023) and outperforms every single-
paradigm method; the parallel ViDoRe lift (+0.007) is not significant, so the content-side signal
is setting-dependent rather than universal and supports a cost-aware operating point in which the
content-side signal is consulted only when the score-side signal is uncertain.

e Conformal coverage study on Czech regulatory data. An empirical evaluation of the Mon-
drian per-group conformal wrapper over the retrieval-acceptance decision on the SUJB corpus,
sweepinga € {0.05,0.10,0.20} and reporting per-group conditional coverage and set-size distri-
butions by query type (standard, paraphrase). Per-group conditional coverage tracks the nominal
target at every operating point: averaged over 200 calibration/test splits the mean per-group cov-
erage is 0.95, 0.90 and 0.80 to within a few tenths of a percentage point on both query-type slices,
with the across-split spread widening at the strictest setting, where the per-group threshold rests
on only about a dozen calibration scores. The adversarial slice is excluded from the conformal

!Contributions (i) and (ii) extend material first reported in a conference paper co-authored by the present author, the super-
visor [42]; the present report develops them in greater detail. At the time this thesis was submitted, that paper was under review
and had not yet been accepted. Contributions (iii) and (iv) were not part of the conference submission and are new to this thesis.
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experiment by construction: adversarial queries carry no positive ground-truth labels and would
yield a degenerate set of nonconformity scores.

e Calibration study. A documented failure of Platt scaling to improve calibration on the Gener-
alQPP predictor trained on the eight ViDoRe V3 domains and evaluated on its held-out ViDoRe
test split: ECE worsens from 0.0312 to 0.0356 while Brier score and AUROC do not move. The
root cause is the predictor’s MLP head, which is already near-calibrated under L2 regularisation
and early stopping. We report this as a methodological data point: not every off-the-shelf calibra-
tion step helps, and a calibration-quality audit should precede, not follow, the decision to add a
post-hoc wrapper.

Mapping back to the assignment. Item 1 (familiarisation with UQ methods used in LLMs) is addressed
in Chapter 2: the four-family survey of LLM-side UQ in Section 2.2, complemented by treatments of
calibration, conformal prediction, and query performance prediction in the same chapter. Item 2 (im-
plementation possibilities and grouping of these methods, with optional implementation) is addressed
by Chapter 3 in two parts: the taxonomic grouping closes Chapter 2 (Comparative summary, organising
the literature methods by input source and cost), and the implementation-side grouping is the ten-method
pool constructed in Chapter 3, where score-only, content-only, and hybrid scorers are realised as concrete
classifiers over a shared input space. Item 3 (application of calibration techniques, including conformal
prediction, to selected methods) is satisfied by the conformal wrapper of Section 3.3, the Platt-scaling
case study of Section 4.7, and the empirical conformal-coverage experiment of Section 4.8; the under-
lying marginal-coverage guarantee is stated and proved in Section 2.4 (Theorem 5). Item 4 (a testing
approach on synthetic or real data) is the protocol applied to the ViDoRe V3 and SUJB corpora docu-
mented in the Datasets section that opens Chapter 4. Item 5 (comparison of effectiveness and suitability
for the real task) is the substance of Section 4.4, Section 4.5, and Section 4.6, with the limitations to
validity catalogued in the closing section of Chapter 4.

Three directions for future work. The first direction is cross-lingual transfer. The General QPP query-
surface features are language-agnostic by construction, but the predictor was trained on Czech and En-
glish specifically, and the cross-domain transfer tests of Section 4.4 do not include language as an axis of
variation. A systematic evaluation across additional languages (for example, German for regulatory text,
Japanese for technical documentation) would test how much of the cross-domain transferability docu-
mented here survives a more aggressive language shift. The minimal requirement is a target-language
corpus with graded relevance judgements; the rest of the pipeline transfers without code changes.

The second direction is end-to-end answer evaluation. This thesis uses Hit@k retrieval success as the
operational target, but a successful retrieval does not automatically imply a satisfactory answer from
the deployed assistant. Testing this link requires an end-to-end benchmark in which user queries are
evaluated not only by whether the relevant page appears in the retrieved set, but also by whether the
generated answer is correct, grounded, complete, and useful. Once enough real deployment queries and
corresponding human judgements have been collected, building such a benchmark is the natural next
step. It would allow the retrieval-side confidence score to be evaluated against the final quantity of
interest: answer quality in the assistant application.

The third direction is distribution-free calibration. The Platt case study of Section 4.7 shows that a cal-
ibrator assuming a fixed sigmoid can move an already well-calibrated predictor in the wrong direction;
a Venn-Abers calibrator [45, 46] replaces that parametric assumption with a data-adaptive isotonic map-
ping and a distribution-free validity guarantee. It is far less prone to such overcorrection, and stands to
help most where the raw scores are genuinely miscalibrated, such as the content-side LLM judge, making
it a natural extension of the calibration treatment developed here.
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The framing chosen for this thesis, retrieval-side confidence as the upstream gate of a RAG pipeline, is
one operating point among several. Where the answer-side methods surveyed in Section 2.2 score a re-
sponse after the generator has run, retrieval-side methods score the inputs before the generator is invoked
at all. The two paradigms are complementary rather than competing, and a production pipeline that ben-
efits from both is the natural deployment target. The contribution of this thesis is the demonstration that
the retrieval-side half of that pipeline can be built cheaply, robustly, and with verifiable guarantees, and
that the cost of adding content-aware judging on top is sometimes worth paying.

Code and data availability. The General QPP implementation is available here: https://github.com/veselm73/rag-
confidence. The repository contains the feature extractor, trained scorer heads, and scripts for reproduc-

ing the public ViDoRe experiments. The SUJB source documents are not redistributed; the repository
provides configuration files and local-data interfaces for users with access to the corpus.
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